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Abstract
Enterprise risk management (ERM) treats cyber risk as a category to be rated, prioritised and reported, but the ratings that 
feed it are usually derived from vulnerability severity scores that ignore how assets are actually exposed and used. This 
paper examines whether AI-driven prediction of asset-level incidents improves the prioritisation on which ERM depends. 
A simulation of 5,000 assets generates incidents from a process in which severity, external exposure, patch age, privilege 
level, traffic and patch lag interact, and compares a gradient-boosting risk model with a severity-only ranking. The AI model 
attains an AUC of 0.76 against 0.60 for severity ranking and nearly doubles average precision. Under a remediation budget 
covering 10% of assets, it prevents 27% of incidents against 15%; at 30% coverage, 59% against 40%. The paper translates 
these gains into ERM terms, showing how predicted incident probabilities replace ordinal ratings, how remediation budgets 
can be set against prevented loss, and how the prediction layer connects operational security data to the risk register. It also 
identifies the conditions on which the gains depend, including labelled incident history and stable attack patterns, and proposes 
governance for the prediction model as an ERM control. The contribution is a demonstration that AI prediction changes not 
only what security teams fix first but how cyber risk is represented and resourced at the enterprise level.
Keywords: Cyber risk prediction; enterprise risk management; vulnerability prioritisation; machine learning; remediation 
budgeting; risk register.

Introduction
Enterprise risk management frameworks require 
organisations to identify, assess, prioritise and 
report risks across categories, and cyber risk has 
become one of the largest [1]. In practice the cyber 
entries in a risk register rest on ordinal ratings 
derived from vulnerability scanning, in which each 
finding carries a severity score such as the Common 
Vulnerability Scoring System (CVSS) base score, 
and the organisation’s exposure is summarised by 
counts of high and critical findings. Security teams 
remediate in descending severity order within the 
budget available.

The limitation of this practice is well documented: 
severity scores describe a vulnerability’s potential 
impact in the abstract, not the likelihood that it will 
be exploited on a particular asset in a particular 
environment [2]. Exploitation depends on exposure, 
privilege, traffic, patch age and the attacker’s interest, 
which severity scores omit. Prediction models that 

learn from historical incidents and asset attributes 
can estimate asset-level incident likelihood directly, 
and have been shown to improve prioritisation [3].

This paper examines what such prediction does 
for ERM. It compares AI-driven and severity-based 
prioritisation in a simulation with a known incident 
process, quantifies the difference in incidents 
prevented under remediation budgets, and shows 
how predicted likelihoods change the representation, 
resourcing and governance of cyber risk at the 
enterprise level.

Background
Enterprise risk management and cyber risk
ERM frameworks [1] call for risks to be assessed by 
likelihood and impact and prioritised accordingly. 
Cyber risk assessment in most organisations relies 
on qualitative scales informed by control maturity 
and vulnerability counts. The resulting ratings are 
coarse, difficult to compare with other risk categories 
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and weakly connected to the operational data that 
security functions hold.
Vulnerability prioritisation
CVSS provides standardised severity scores but was 
not designed to predict exploitation [2]. Research 
on exploit prediction uses features such as exploit 
availability, vendor, age and discussion volume to 
estimate the probability that a vulnerability will 
be exploited in the wild [3]. Asset-level prediction 
extends this to the organisation’s own environment, 
incorporating exposure, privilege and usage.
Machine learning for security prioritisation
Gradient-boosting and related models [4] are well 
suited to asset-level prediction because they handle 
heterogeneous features and interactions, such as 
the combination of external exposure with high 
privilege. Their output, a calibrated probability, is 
directly usable in expected-loss calculations, unlike 
an ordinal severity score.
The gap between security operations and ERM
Security operations and enterprise risk management 
speak different languages. Operations deals in 
findings, assets and tickets; ERM deals in likelihoods, 
impacts and appetites. The translation between them 
is usually manual and lossy: a security function 
reports counts of critical findings, and a risk 
function converts them into a rating by judgement. 
The result is that board-level cyber risk reporting 
lags operational reality and cannot show whether 
remediation spending is reducing exposure. Asset-
level prediction offers a principled translation, 
because its outputs are in the units ERM uses, and 
this translation is the paper’s central concern.
Evaluation of prioritisation
Prioritisation methods should be evaluated by 
what they achieve under a budget, not only by 
discrimination statistics. The relevant curve plots 
incidents prevented against assets remediated, since 
organisations remediate a limited share of assets in 
any period; the area under the ROC curve summarises 
ranking quality across all budgets but does not show 
performance at the budget the organisation actually 
has. The simulation reports both.

Methodology
Asset and incident process
The harness generates 5,000 assets with six attributes: 
CVSS severity (uniform 2–10), an external-exposure 
indicator (30% of assets), vulnerability age in days 
(exponential, mean 90), privilege level (uniform 
0–1), log traffic (log-normal) and patch lag in days 
(exponential, mean 30). The incident probability is

logit P(incident) = −5 + 0.25 CVSS + 1.5 exposure + 
0.004 age + 1.0 privilege + 0.3 ln(1 + traffic) + 0.01 
lag + 0.8 exposure × privilege, (1)

so that severity matters but exposure, privilege and 
their interaction matter more. The realised incident 
rate is 22.4%.
Prioritisation methods
Assets are split 70/30 into training and evaluation 
sets. The AI risk model is a gradient-boosting 
classifier [4] trained on the six attributes with incident 
labels, implemented in scikit-learn [5]. The severity 
ranking orders assets by CVSS alone. Both are 
evaluated on the held-out assets by AUC, average 
precision and the share of incidents prevented when 
the top q fraction of ranked assets is remediated, for 
q ∈ {5%, 10%, 20%, 30%}.

Results
Discrimination
The AI model attains an AUC of 0.755 and average 
precision of 0.473; severity ranking attains 0.603 and 
0.287. The gap reflects the information in exposure, 
privilege and their interaction, which the severity 
score cannot use.
Incidents prevented under remediation budgets
Table 1 reports the share of incidents prevented 
at each coverage level, and Figure 1 shows the 
full gains curves. At 10% coverage, the AI model 
prevents 26.8% of incidents against 14.9% for 
severity ranking; at 30% coverage, 58.6% against 
39.6%. The advantage is largest in relative terms at 
low coverage, which is where budget-constrained 
organisations operate.
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Budget equivalence
Reading Figure 1 horizontally, the AI model achieves 
the incident prevention that severity ranking reaches 
at 30% coverage with about 17% coverage. For a fixed 
prevention target, prediction cuts the remediation 
effort by roughly 40%; for a fixed budget, it raises 
prevention by roughly half.
Which attributes drive the gain
Permutation of each attribute in the held-out set 
shows that the gain over severity ranking comes 
principally from external exposure and privilege 
level, whose interaction the model learns and the 
severity score ignores, with vulnerability age and 
patch lag contributing secondarily. Severity itself 
remains informative, and the AI model uses it; the 
improvement comes from combining severity with 
context rather than discarding it. This decomposition 
matters for ERM because it indicates which data 
the organisation must maintain, namely accurate 
exposure and privilege inventories, for the prediction 
layer to deliver its value.
Sensitivity
The size of the advantage depends on how much the 
incident process depends on non-severity attributes. 
In an environment where exposure and privilege are 

uniform, severity ranking approaches the AI model; 
where they vary widely, as in most enterprises with 
mixed internal and internet-facing assets, the gap 
is large. The qualitative result, that context-aware 
prediction weakly dominates severity ranking under 
any budget, holds whenever the attributes carry 
information about incidents that severity does not.

Implications for Enterprise Risk 
Management
From ratings to probabilities
The AI model’s output is a calibrated incident 
probability per asset. Summed over assets and 
multiplied by asset-specific impact, it yields an 
expected-loss figure that can sit in the risk register 
alongside financial and operational risks expressed 
in the same units. The ordinal “high/medium/low” 
rating that currently represents cyber risk becomes a 
derived view rather than the primary measure.
Budgeting remediation against prevented loss
With predicted probabilities and impacts, the 
marginal value of remediating one more asset is 
computable, and the remediation budget can be set 
where marginal prevented loss equals marginal cost. 
Table 1 shows the shape of the curve: steep at low 
coverage, flattening thereafter. ERM committees can 
then decide coverage on the basis of risk appetite 
rather than on the count of critical findings.
Connecting operations to the register
The prediction layer sits between operational security 
data (scanners, asset inventories, logs) and the 
risk register. It aggregates thousands of asset-level 
estimates into a small number of enterprise figures: 
expected loss, tail loss, coverage and trend. The 
connection is bidirectional: register-level risk appetite 
sets the coverage target, and asset-level predictions 
allocate it.

Table 1: Share of incidents prevented by remediation coverage and prioritisation method (1,500 held-out assets; incident rate 22.4%).

Remediation coverage AI risk model CVSS severity ranking Ratio

5% of assets 14.6% 8.0% 1.8

10% of assets 26.8% 14.9% 1.8

20% of assets 45.5% 27.7% 1.6

30% of assets 58.6% 39.6% 1.5

Figure 1: Share of incidents prevented against share of assets 
remediated, by prioritisation method.
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Conditions for the gains
The simulated gains depend on three conditions. 
Labelled history: the model learns from past 
incidents, so the organisation needs an incident 
record linked to asset attributes; where it is sparse, 
exploit-prediction features from external sources can 
substitute partially. Stable patterns: attack patterns 
must persist long enough for learned relationships 
to hold; the model should be retrained as they 
change. Complete inventory: assets missing from 
the inventory are missing from the ranking, so the 
prediction layer is only as good as asset management.
Governing the model as a control
A prediction model that determines remediation 
order is a risk control and should be governed as one: 
documented, validated against outcomes, monitored 
for drift, and subject to change control. Its errors have 
consequences, since an asset ranked low and left 
unremediated may be the one that is breached, and 
the ERM function should see the model’s calibration 
record alongside its outputs.
Organisational adoption
Introducing prediction into prioritisation changes 
who decides what is fixed first. Security engineers 
accustomed to severity-based queues may distrust a 
model that ranks a medium-severity exposed asset 
above a critical-severity isolated one, and auditors 
accustomed to counting critical findings may question 
remediation records that do not follow severity order. 
Adoption is eased by presenting the model’s ranking 
alongside severity with the reasons for divergence, 
by demonstrating prevented-incident gains on the 
organisation’s own history before switching, and by 
retaining severity-based minimum standards for the 
most critical findings as a backstop.
Beyond vulnerabilities
The same prediction logic applies to other cyber risk 
sources: user accounts (likelihood of compromise 
from behaviour and privilege), third parties (likelihood 
of supplier incidents from assessment data) and 
configurations (likelihood of exploitation from drift). 
A prediction layer that spans these sources gives 
ERM a unified likelihood basis for cyber risk rather 
than separate qualitative assessments per source.

Reporting to the board
Board reporting benefits from three figures the 
prediction layer produces: expected annual loss from 
the asset portfolio, the share of that loss covered by 
the current remediation plan, and the trend of both 
over successive quarters. These replace counts of 
critical findings, which rise and fall with scanner 
coverage and vendor disclosure cycles rather than 
with the organisation’s actual exposure, and they 
allow the board to judge whether cyber risk is within 
appetite in the same terms it applies to other risks.

Limitations
The incident process is stylised, the attributes are 
independent and the attack pattern is stationary; the 
model is therefore favoured relative to a field setting 
with drifting attacks and incomplete labels. Impact 
is treated as uniform across assets in the prevention 
metric. The reported gains are simulation outputs 
and are not estimates of the benefit of prediction in 
any organisation.

Conclusion
AI-driven prediction of asset-level incidents 
improved prioritisation substantially over severity 
ranking in a controlled simulation, preventing 
roughly 1.5 to 1.8 times as many incidents at a given 
remediation budget. For enterprise risk management 
the consequence is more than better triage: predicted 
probabilities replace ordinal ratings, remediation 
budgets can be set against prevented loss, and 
operational security data become connected to the 
risk register through a governed prediction layer.
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